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TSRT08 Summary
Optimal Control

Disclaimer

This content is based on course material distributed for TSRT08 held at LiU. I take no responsibility in
ensuring the correctness and validity of this information. Instead, resort to the original material.

Preface

This section describes the notation used for upcoming sections.

The dynamics are presented in state space form such that

ẋ = f(t, x, u) where x =

x1...
xn

, f(t, x, u) =

f1(t, x, u)
...

fn(t, x, u)

 and u =

u1...
um


with boundary condition on states x(ti) ∈ Si and x(tf ) ∈ Sf for the initial and final time, respectively. If
the boundary condition collapse to a singleton, then Si = {xi} or Sf = {xf}. Similarly, if the boundary does
not exist for the final time, then Sf = Rn.

The control variable u is a piecewise continuous function that can take values in the set U ⊂ Rm.

Finally, the objective function is described by

φ(x(tf )) +

∫ tf

ti

f0(t, x(t), u(t))dt

for the continuous case. The first term is a penalty for deviation from a desired final state. The second term
is associated with the trajectory. The initial time is always fixed (often set to ti = 0) whereas the final time
may be a variable.

The optimal control problem is then posed as

min φ(x(tf )) +

∫ tf

ti

f0(t, x, u)dt

s.t. ẋ = f(t, x, u)

x(ti) ∈ Si, x(tf ) ∈ Sf
u ∈ U.
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Discrete-time Dynamic Programming

The optimal control problem mapped to discrete time can be expressed using the cost-to-go function

J∗(n, x) = min φ(xN ) +

N−1∑
k=n

f0(k, xk, uk)

s.t. xk+1 = f(k, xk, uk)

x0 = x, xk ∈ Xk

uk ∈ U(k, xk)

as J∗(0, x0) where x0 is provided upon optimization.

Now, suppose that there exists a finite solution to the backwards recursion

J(N, x) =

{
φ(x), x ∈ XN

∞, x 6∈ XN

and

J(n, x) = min
u∈U(n,x)

{f0(n, x, u) + J(n+ 1, f(n, x, u))} for n = N − 1, N − 2, . . . , 0

such that f(n, x, u) ∈ Xn+1, then

J∗(n, x) = J(n, x) for n = 0, . . . , N and
u∗n = µ(n, x) = arg min

u∈U(n,x)
{f0(n, x, u) + J(n+ 1, f(n+ 1, f(n, x, u))}.

Special Case: Finite Horizon Linear Quadratic Control
Consider the problem

min xT
NQ0xN +

N−1∑
k=0

(
xT
kQxk + uT

kRuk
)

s.t. xk+1 = Axk +Buk

x0 given

where Q0 = QT
0 ≥ 0 and R = RT > 0. The backwards recursion is then

J(N, x) = xT
NQ0xN

J(n, x) = min
u∈Rm

{f0(n, x, u) + J(n+ 1, f(n, x, u))}

= min
u∈Rm

{
xTQx+ uTRu+ J(n+ 1, Ax+Bu)

}
where the expression is identified to be quadratic in x. This inspires the approach J(n, x) = xTPnx where
PN = Q0 is identified right away. The recursive expression yields

xTPnx = min
u∈Rm

{
xTQx+ uTRu+ (Ax+Bu)TPn+1(Ax+Bu)

}
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with minimizing argument

u∗n = µ(n, x) = arg min
u∈Rm

{
xTQx+ uTRu+ (Ax+Bu)TPn+1(Ax+Bu)

}
= sol

{
∂

∂u

(
xTQx+ uTRu+ (Ax+Bu)TPn+1(Ax+Bu)

)
= 0

}
= sol

{
2uTR+ 2uTBTPn+1B + xTATPn+1B + xTATPT

n+1B = 0
}

= sol
{
Ru+BTPn+1Bu+BTPn+1Ax = 0

}
= −

(
R+BTPn+1B

)−1
BTPn+1A︸ ︷︷ ︸

:=M

x = −Mx

where one can prove that the inverse always exists. The optimal control inserted in the recursion expression
yields

xTPnx = xTQx+ uTRu+ (Ax+Bu)TPn+1(Ax+Bu)
∣∣
u=u∗=−Mx

= xTQx+ xTMTRMx+ xTATPn+1Ax− xTATPn+1BMx

− xTMTBTPn+1Ax+ xTMTBTPn+1BMx

= xT(Q+ATPn+1A+MTRM − 2ATPn+1BM +MTBTPn+1BM
)
x

= xT(Q+ATPn+1A+MT(R+BTPn+1B
)
M − 2ATPn+1BM

)
x

= xT
(
Q+ATPn+1A−ATPn+1B

(
R+BTPn+1B

)−1
BTPn+1A

)
x

which is fulfilled for the recursion scheme

PN = Q0

Pn = Q+AT
(
Pn+1 − Pn+1B

(
R+BTPn+1B

)−1
BTPn+1

)
A

called the Ricatti equation. The solution to the Linear Quadratic Control is then

J(n, x) = xTPnx

u∗n = µ(n, x) = −
(
R+BTPn+1B

)−1
BTPn+1Ax.

Special Case: Infinite Horizon (N →∞)
For the infinite horizon case, the problem transfers to

J∗(x0) = min
∞∑
k=0

f0(xk, uk)

s.t. xk+1 = f(xk, uk)

x0 given
uk ∈ U(xk).

Note that a requirement for finite cost is that f0(xk, uk)→ 0 as k →∞. Now, assume that

0 ∈ X, U(0) = {0}, f(0, 0) = 0 and f0(0, 0) = 0

holds (without loss of generality). These assumptions lead to that if x0 = u0 = 0 and uk = 0 for all k, then
xk = 0 for all k. Further, assume also that f0 is strictly positive definite such that there exists a ε > 0 such
that

f0(x, u) > ε
(
‖xk‖2 + ‖uk‖2

)
.
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If there exists a strictly positive definite and quadratically bounded function

V : X → R+ that satisfies V (x) = min
u∈U(x)

{f0(x, u) + V (f(x, u))}

then

V (x) = J∗(x) and u∗ = µ(x) = arg min
u∈U(x)

{f0(x, u) + V (f(x, u))}

as an optimal feedback control.

Special Case: Infinite Horizon Linear Quadratic Control
Similarly as in the finite horizon case, the problem is

J∗(x0) = min
∞∑
k=0

(
xT
kQxk + uT

kRuk
)

s.t. xk+1 = Axk +Buk

x0 given.

Applying Bellman theory yields

V (x) = min
u∈Rm

{f0(x, u) + V (f(x, u))}

= min
u∈Rm

{
xTQx+ uTRu+ V (Ax+Bu)

}
which is a quadratic expression in x. Applying the same approach, V (x) = xTPx, yields

xTPx = min
u∈Rm

{
xTQx+ uTRu+ (Ax+Bu)TP (Ax+Bu)

}
with minimizing argument (derivation is presented for the finite case, same applies here)

u∗ = µ(x) = −(R+BTPB)−1BTPAx

for a P = PT > 0 that fulfills the Discrete algebraic Riccati Equation (DARE)

P = Q+AT(P − PB(R+BTPB)−1BTP
)
A.
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Discrete-time PMP

Consider the optimal control problem

min φ(xN ) +

N−1∑
k=0

f0(k, xk, uk)

s.t. xk+1 = f(k, xk, uk)

x0 given
G(xN ) = 0

where the gradients to G(x) are linearly independent.

Pontryagin’s Minimizing Principe for the discrete-time case translates: To the optimal control u∗k and state
trajectory x∗k for k = 0, . . . , N − 1, there exists an adjoint variable (or Lagrangian multiplier) λk, k =
1, . . . , N such that

λk =
∂H

∂x
(k, x∗k, u

∗
k, λk+1), k = 1, . . . , N − 1 (adjoint equations)

0 =
∂H

∂u
(k, x∗k, u

∗
k, λk+1, k = 0, . . . , N − 1 (pointwise minimization)

λN =
∂φ

∂x
(x∗N ) +Gx(x∗N )Tν (boundary condition)

for some ν ∈ Rp and the Hamiltonian

H(k, x, u, λ) = f0(k, x, u) + λTf(k, x, u).

The PMP results in an open loop control that only is optimal for a particular initial condition x0. This
results in a system that is sensitive to disturbances. It is however easy to compute and (only) yield necessary
conditions for optimality.
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Model Predictive Control

It is quite evident that the discrete-time infinite horizon control problem often becomes analytically difficult
to solve. The special case of f0 being quadratic, and the dynamics linear, in states and controls has a straight-
forward solution V (x) = xTPx where P fulfills the Discrete Algebraic Ricatti Equation (abbreviated DARE).
There does exist other pairs of incremental cost and dynamics that can be solved by clever guesses of V (x).
However, as the state and control vectors grow and non-linearities are introduced in both the incremental
cost and the dynamics, the problem rapidly grows in complexity.

Instead, one may resort to approximating the function V (x) with some near-optimal V̂ (x) that yields a
near-optimal control. This yields, via Bellman equations, the near-optimal control

u = µ(x) = arg min
u∈U,xk+1∈X

{
f0(x, u) + V̂ (f(x, u))

}
or, equivalently, the solution to the one time-step horizon problem

min V̂ (xk+1) + f0(xk, uk)

s.t. xk+1 = f(xk, uk)

uk ∈ U, xk+1 ∈ X

that is solved online for time instance k.

Another alternative is to consider a finite restriction of the infinite horizon problem. This is equivalent to
solving the same problem but summing to N (instead of∞) and enforcing xN = 0. Naturally, for large N the
retrieved solution will be near-optimal for the infinite horizon case.

A compromise is to solve a finite problem for each time instance k that considers a horizon of N time
instances. This yields the time k-problem

min Jk =

k+N−1∑
l=k

f0(xl, ul)

s.t. xl+1 = f(xl, ul)

xl ∈ X, ul ∈ U, xk+N = 0

for which only the first optimal control value is retrieved. That is, select u∗k as the optimal control for time
k and let the state evolve by xk+1 = f(xk, uk). For time instance k + 1, the same problem is solved again
with all indices shifted.

Special case: Explicit Model Predictive Control
In most cases, the Model Predictive Control approach does not result in explicit expressions for the optimal
control. The calculations must then be handled online as new measurements of states are received. There are
however explicit expressions for the special case of linear quadratic control. These expressions are found by
defining an optimization vector and rewriting the problem to a convex multi-parametric quadratic program.
On this program, the KKT conditions are then both sufficient and necessary conditions for optimality and
it is possible to calculate the optimal control explicitly.
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Continuous-time Dynamic Programming

Extending the discrete-time optimal control problem to continuous time yields

J∗(ti, xi, u(·)) = min J(ti, xi, u(·)) = φ(x(tf )) +

∫ tf

ti

f0(t, x(t), u(t))dt

s.t. ẋ = f(t, x(t), u(t))

x(ti) = xi, u(t) ∈ U.

Utilizing the principle of optimality, it can be shown that J∗ must satisfy the Hamilton Jacobi Bellman
Equations (HJBE). The procedure is to define the Hamiltonian

H(t, x, u, λ) = f0(t, x, u) + λTf(t, x, u) where λ ∈ Rn (adjoint variables)

and perform pointwise minimization over admissible controls u

µ̃(t, x, λ) = arg min
u∈U

H(t, x, u, λ) = arg min
u∈U

{
f0(t, x, u) + λTf(t, x, u)

}
.

The Hamilton Jacobi Bellman Equations (HJBE) then translates

−∂V
∂t

(t, x) = H

(
t, x, µ̃

(
t, x,

∂V

∂x
(t, x)

)
,
∂V

∂x
(t, x)

)
subject to final condition V (tf , x) = φ(x). Next, the optimal feedback control law is given by

u∗(t) = µ(t, x) = µ̃

(
t, x,

∂V

∂x
(t, x)

)
.

At a glance, this may seem trivial. However, the difficulty lies in finding the function V (t, x) : [ti, tf ]×Rn →
R. It is often the case that a clever guess of the function’s structure is needed to simplify the analytical
calculations. One of these cases is the linear quadratic control.

Special case: Finite Horizon Linear Quadratic Continuous-time Control
Consider the problem with an incremental cost that is quadratic in states and control and has linear dynamics,

min x(tf )TQ0x(tf ) +

∫ tf

0

(
x(t)TQx(t) + u(t)TRu(t)

)
dt

s.t. ẋ(t) = Ax(t) +Bu(t)

x(0) = x0 given

where QT
0 = Q0 ≥ 0, QT = Q ≥ 0 and RT = R > 0. The Hamiltonian reads

H(t, x, u, λ) = xTQx+ uTRu+ λT(Ax+Bu)

with pointwise minimum (w.r.t. u)

µ̃(t, x, λ) = arg min
{
xTQx+ uTRu+ λT(Ax+Bu)

}
= sol

{
∂

∂u

(
xTQx+ uTRu+ λT(Ax+Bu)

)
= 0

}
= sol

{
2Ru+BTλ = 0

}
= −1

2
R−1BTλ
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since R is positive definite.

The HJBE translates to

−Vt(t, x) = H(t, x, µ̃(t, x, Vx(t, x)), Vx(t, x))

= xTQx+
1

4
V T
x BR

−1BTVx + V T
x Ax−

1

2
V T
x BR

−1BTVx

= xTQx− 1

4
V T
x BR

−1BTVx + V T
x Ax

subject to

V (tf , x) = x(tf )
T
Q0x(tf )

§ where a quadratic expression in the states is identified. This inspires V (t, x) = xTP (t)x with

Vt(t, x) = xTṖ (t)x and Vx(t, x) = 2P (t)x

where P (t) is symmetric and positive semidefinite for all times t ∈ [ti, tf ]. The use of this approach simplifies
the HJBE to

−xTṖ (t)x = xTQx− xTP (t)
T
BR−1BTP (t)x+ 2xTP (t)

T
Ax

= xT(Q− P (t)BR−1BTP (t) + P (t)A+ATP (t)
)
x s.t. V (tf , x) = x(tf )TQ0x(tf )

which is fulfilled by the continuous-time Ricatti differential equation

Ṗ +Q− PBR−1BTP + PA+ATP = 0 s.t. P (tf ) = Q0.

The optimal feedback is then

u∗(t) = µ(t, x) = µ̃(t, x, Vx(t, x)) = −R−1BTP (t)x

with associated optimal cost V (0, x0) = xT
0 P (0)x0.

Note that the continuous-time dynamic programming approach gives sufficient conditions for optimality and
a feedback control. These are both very attractive properties. The problem is however very difficult to solve
for the majority of applications.
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Pontryagin’s Minimum Principle — PMP

Pontryagin’s Minimum Principle (PMP) gives necessary conditions for optimality (recall that the HJBE
gives necessary and sufficient conditions which is a significantly stronger claim) of a control that transfers
the dynamics from one state to another. There are several cases to consider, each assigned to their own
subsection.

Unconstrained Control1 with Fixed Final Time and No Terminal Constraint

Resorting to Lagrangian theory makes it possible to state the necessary conditions for optimality by using
the Hamiltonian

H(t, x, u, λ) = f0(t, x, u) + λTf(t, x, u)

and the adjoint variables (costates) λ. For the optimal control u∗ and optimal state trajectory x∗, there
exists an adjoint variable λ such that

0 =
∂

∂u
H(t, x∗(t), u∗(t), λ(t)) (pointwise minimization)

λ̇(t) = − ∂

∂x
H(t, x∗(t), u∗(t), λ(t))

λ(tf ) =
∂

∂x
φ(x∗(tf ))

(adjoint equations)

H∗(t) = H(t, x∗(t), u∗(t), λ(t)) = H∗(tf )−
∫ tf

t

∂

∂t
H(t, x∗, u∗, λ)|t=sds (optimal Hamiltonian).

Note that the third condition collapses to H∗(t) constant if f0 and f are autonomous (do not depend on
time).

Note also that the Linear Quadratic control problem falls under this category. There are no constraints on
control, the final time is fixed and no constraints are imposed for the final time. This is considered as a
special case.

Special case: Linear Quadratic Control (PMP)
Recall that the optimal control problem can be formulated as

min
1

2
x(tf )TQ0x(tf ) +

1

2

∫ tf

0

(
x(t)TQx(t) + u(t)TRu(t)

)
dt

s.t. ẋ(t) = Ax(t) +Bu(t)

x(0) = x0 given

where the factor 1/2’s only purpose is to simplify the analytical expressions (it will affect the optimal value,
but not its solution). As usual, Q0, Q ≥ 0, R > 0 and all symmetric.

By following the outlines, the Hamiltonian is defined to

H(t, x, u, λ) =
1

2

(
xTQx+ uTRu

)
+ λT(Ax+Bu)

with minimizing argument with respect to u

u∗(t) = −R−1BTλ

1Other than being piecewise continuous
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that is derived by means of differentiation (recall that R > 0 such that the minimum is obtained where the
gradient vanishes).

The adjoint equations read

ẋ(t) = Ax(t)−BR−1BTλ(t) s.t. x(0) = x0

λ̇(t) = −Qx(t) +−ATλ(t) s.t. λ(tf ) =
∂

∂x
φ(x∗(tf )) = Q0x(tf )

where a Two Point Boundary Value Problem (TPBVP) arise. This TPBVP is complicated to solve in two
aspects. The first is that the dynamics have an initial value and the adjoint equations have a terminal value.
The second is that they are heavily coupled. Normally, one has to consider numerical algorithms at this step.
However, as usual, the LQ problem is possible to solve analytically. Note that the set of differential equations
may be written as a matrix differential equation[

ẋ(t)

λ̇(t)

]
=

[
A −BR−1BT

−Q −AT

]
︸ ︷︷ ︸

H

[
x(t)
λ(t)

]
s.t.

[
x(0)
λ(tf )

]
=

[
x0

Q0x(tf )

]

which, since H is time-independent, always has a solution. H is called the Hamiltonian matrix. To the matrix
differential equation there exists a transition matrix Φ such that[

x(t)
λ(t)

]
= Φ(t, 0)

[
x0
λ(0)

]
where

∂

∂t
Φ(t, s) = HΦ(t, s) and Φ(s, s) = I.

Since H is associated with a time-invariant system (H is a constant matrix) the transition matrix is given by
Φ(t, s) = exp(H(t− s)). Let this matrix exponential be partitioned into four (n× n)-blocks as[

x(t)
λ(t)

]
=

[
Φ11(t, 0) Φ12(t, 0)
Φ21(t, 0) Φ22(t, 0)

][
x0
λ(0)

]
such that[

x0
λ(0)

]
=

[
Φ11(0, tf ) Φ12(0, tf )
Φ21(0, tf ) Φ22(0, tf )

][
x(tf )
Q0x(tf )

]
=

[
Φ11(0, tf ) +Q0Φ12(0, tf )
Φ21(0, tf ) +Q0Φ22(0, tf )

]
x(tf )

at boundaries. The first row translates

x(tf ) = [Φ11(0, tf ) +Q0Φ12(0, tf )]
−1
x0

for an initial value of λ(t)

λ(0) = [Φ21(0, tf ) +Q0Φ22(0, tf )][Φ11(0, tf ) +Q0Φ12(0, tf )]
−1
x0

where the considered inverse always exists. Initial values are now provided for both states and adjoint
variables turning the adjoint equations into a standard matrix differential equation. Moreover, let

P (t) = [Φ21(t, tf ) +Q0Φ22(t, tf )][Φ11(t, tf ) +Q0Φ12(t, tf )]
−1

such that λ(t) = P (t)x(t). Differentiating both sides yield[
−Q−ATP

]
x =

[
Ṗ + PA− PBR−1BTP

]
x

which is fulfilled by the solution to the matrix differential equation

Ṗ +Q− PBR−1BTP + PA+ATP = 0

10
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with terminal constraint

P (tf ) = [Φ21(tf , tf ) +Q0Φ22(tf , tf )][Φ11(tf , tf ) +Q0Φ12(tf , tf )]
−1

= [0 +Q0][I + 0]
−1

= Q0.

Not surprisingly, PMP boils down to the Ricatti differential equation. However, since PMP only provide
necessary conditions for optimality, this is only a candidate for the optimal solution. However, since HJBE
gives the same result and also provide sufficient conditions for optimality, the feedback control law is optimal.

Fixed Initial and Final Manifold for Autonomous System

Pontryagin’s Minimum Principle (PMP) for the optimal control problem

J∗ = min
∫ tf

0

f0(x(t), u(t))dt

s.t. ẋ(t) = f(x(t), u(t))

x(0) ∈ Si, x(tf ) ∈ Sf
u ∈ U, tf ≥ 0

follows about the same principles introduced for the unconstrained control. The Hamiltonian is defined to

H(x, u, λ) = f0(x, u) + λTf(x, u)

to which there exists adjoint variables λ such that

λ̇(t) = −Hx(x∗(t), u∗(t), λ(t)) (adjoint equations)
0 = H(x∗(t), u∗(t), λ(t)) = min

v∈U
H(x∗(t), v, λ(t)) (pointwise minimization)

λ(0) ⊥ Si (initial constraint)
λ(t∗f )−∇φ(x∗(tf )) ⊥ Sf (terminal constraint)

for the optimal control u∗ and associated state trajectory x∗.

Special case: Si = {xi} such that the initial state is fixed gives no constraints on λ(0).

Special case: Sf = Rn such that the final state is unconstrained gives λ(tf ) = ∇φ(x∗(tf )).

Special case: Sf = {xf} and φ = 0 such that the final state is fixed gives no constraints on λ(tf ).

Special case: tf fixed gives that the Hamiltonian is constant instead of zero.

Similar results for the PMP can be formulated for a non-autonomous system that depends on time.
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Infinite Time Horizon

An extension of the finite horizon optimal control problem is to let tf →∞ such that the problem formulation
translates

J∗(x0) = min
∫ tf

0

f0(x(t), u(t))dt

s.t. ẋ(t) = f(x(t), u(t))

x(0) = x0, u(t) ∈ U(x).

Assume that both the functions f0 and f are Lipschitz continuous (which is fulfilled by them being differ-
entiable). Assume further that f0 is positive semi-definite in x and positive definite in u. This means that
f0(x, u) ≥ 0 ∀(x, u) ∈ Rn×m and that f0(x, u) > 0 for u 6= 0.

The objective is to control the system to an equilibrium point at (x, u) = (0, 0) assuming that f(0, 0) =
f0(0, 0) = 0 (note that this can be claimed without loss of generality).

Now, if V ∈ C1 is positive definite, radially unbounded and satisfies the HJBE

min
u∈U

{
f0(x, u) +

∂V

∂x
(x)Tf(x, u)

}
= 0 and µ(x) = arg min

u∈U

{
f0(x, u) +

∂V

∂x
(x)Tf(x, u)

}
then J∗(x) = V (x) and u∗ = µ(x) is the optimal globally stabilizing feedback control. As expected, the
Linear Quadratic control problem presents a intuitive example.

Special case: Linear Quadratic Control
Consider the problem

J∗(x0) = min
∫ ∞
0

[
x(t)TQx(t) + u(t)TRu(t)

]
dt

s.t. ẋ(t) = Ax(t) +Bu(t)

x(0) = x0

with Hamiltonian

H(x, u, λ) = f0(x, u) + λTf(x, u)

= xTQx+ uTRu+ λT(Ax+Bu).

The assumptions of f0 being positive semi-definite in x and positive definite in u requires Q ≥ 0 and
R > 0 respectively. Since R > 0 and u is unbounded, the pointwise minimum with respect to u is found
where the gradient vanishes. The approach V (x) = xTPx (P > 0 to be radially unbounded) yields

0 = min
u
H(x, u, Vx)

= min
u

{
xTQx+ uTRuVx(Ax+Bu)

}
= min

u

{
xTQx+ uTRu+ 2xTP (Ax+Bu)

}
=
{
setu = −R−1BTPx

}
= xTQx+ xTPBR−1BTPx+ 2xTPAx− 2xTPBR−1BTPx

= xT(Q− PBR−1BTP + PA+ATP
)
x

which is fulfilled by the Continuous Algebraic Ricatti Equations (CARE)

Q− PBR−1BTP + PA+AT
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and the optimally globally asymptotically stabilizing feedback law

u∗ = −R−1BTPx.

13
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Numerical Methods

The optimal control problem

min φ(x∗(tf )) +

∫ tf

0

f0(t, x(t), u(t))dt

s.t. ẋ(t) = f(t, x(t), u(t))

x(0))x0, x(tf ) ∈ Sf
u ∈ Rm

is often difficult to solve without approximations. Some special cases, for example the Linear Quadratic
control, has easily derived analytical solutions.

Discretization Methods
A basic discretization method is to approximate the control signal into piecewise constants of length h. The
problem can then be cast as

min F(z) s.t. G(z) = 0

where z is an optimization vector containing control signal and states. This problem is covered by a large
amount of optimization algorithms and can be solved with standard software.

The discretized problem reads

min φ(xN ) +

N−1∑
k=0

hf0(kh, xk, uk)

s.t. xk+1 = xk + hf(kh, xk, uk)

x0 given, G(xN ) = 0.

Properties

+ Can utilize existing software for non-linear optimization.

+ Structures of the discrete optimization problem can be utilized (PMP and matrices being sparse with
block structure)

+ Can use sophisticated discretization methods.

- The discretization brings a large amount of variables.

- As h→ 0 the solution may not converge to the solution of the continuous-time problem.

- Loose physical insight from the time-continuous domain.

Shooting Methods
Shooting, or boundary condition iteration, tries to find the unspecified initial or terminal conditions for the
Two Point Boundary Value Problem (TPBVP). The outline is to make an initial guess of λ(0) and integrate
both adjoint equations and states forward in time using the control that pointwise minimizes the Hamiltonian.
The initial value for λ is updated with a step until this step is sufficiently small. The step is in the direction
−
(
µλ0

(tf ))
−1
µ(tf )

)
.

The transition matrix transferring a perturbation in λ(0) to a perturbation in µ(tf ) can either be calculated
numerically or by linearization.

14



March 21, 2018 Olle Hynén Ulfsjöö

Properties

+ Simple to implement.

+ Easy to handle control constraints.

- The initial guess for λ(0) need to be good.

- The adjoint equations can be severely unstable such that most guesses for λ(0) corresponds to a diverging
solution.

Gradient
Gradient methods update the control signal in the negative gradient of the cost. These methods require an
initial guess of the control signal such that the dynamics can be integrated forward in time. Then, integrate
the adjoint equations backward in time. The control signal is now updated with a step in the direction of
Hu(t, x, u, λ) until this step is sufficiently small.

Properties

+ Requires few iterations for a good solution.

+ Adjoint equations are integrated backwards in time yielding better stability.

- Convergence is slow.

Newton’s Method
Newton’s method is to approximate the Lagrangian by a second order Taylor expansion. The problem is
then quadratic such that a version of the Ricatti equations arise.

Properties

+ Fast convergence.

- Requires a good initial guess and is computationally expensive.
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